
Early-lifecycle software performance modelling

No (or late) performance modelling – increased risk
of system meltdown

Early performance modelling – increased confidence
in system architecture and performance

“The important point is the use of simulation. To-day we tend to go on for years, with tremendous investments, to find that the 
system, which was not well understood to start with, does not work as anticipated. We work like the Wright brothers built airplanes: 
build the whole thing, push it off the cliff, let it crash, and start over again. Simulation is a way to do trial and error experiments. If the 
system is simulated at each level of design, errors can be found and the performance checked at an early stage.”

Professor R.M. Graham, NATO Software Engineering Conference 1968.
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SOA Performance meta-model Discrete Event Model Simulator

SOA architecture:
Services +
Workflows +
Workloads +
Servers + 
Deployment

Parameters:
Times + Server 
capacity  +
Workloads

Tool support 
Interactive simulation

producing SOA metrics

SOA Metrics:
Services,
Workloads,
Servers

Transformation

Direct SOA modelling

PredictionsSOA ModellingSOA Performance Questions
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Example: Whole-of-government security service

Workload distribution for peak day
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Workloads:
1. Address Change (S1 + S2)
2. Business Reporting (S1 + S3)

Services & Deployment

Times

Servers

Composite Services &
Workflow steps

Measured performance times for S1
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1. Direct SOA modelling
- Of Services, Workflows, Servers, Workloads

2. Directly models service compositions
- Models service composition directly
- Performance model is itself composable (just like 

services) for model reuse
- Simple Services, Composite Services and Workloads are 

interchangeable

3. Direct performance parameterisation
- Time per workflow step or service

4. Automatic transformation of SOA model
- To an executable performance model
- Simulated by a Discrete Event Engine
- Support for server virtualization

5. Interactive simulation
- Computes SOA performance metrics
- Allows parameters and workloads to be changed
- Giving immediate feedback for experimentation
- Scripts to model variation in workload distributions

6. Answers performance questions
- Capacity, and resource requirements
- Architectural, workload, and deployment alternatives
- SLAs for consumed and provided services

ABSTRACT

We present a tool for performance modeling of Service 
Oriented Architectures (SOAs).

As mission-critical use of whole-of-government SOAs
become pervasive, the capability to model and predict the 
performance of interdependent composite applications is 
critical. 

The tool can be used by architects early in the 
software engineering lifecycle to predict performance and 
scalability, to evaluate architectural alternatives, to 
provide guidance for capacity planning and the 
negotiation of Service Level Agreements (SLAs).

It directly models and produces metrics for SOA 
applications in terms that are familiar to architects 
(services, workflows, and compositions of services).

Using the tool, it is easy to build a performance model 
from available architectural artifacts and performance 
data.

It is highly dynamic to facilitate interactive evaluation of 
alternative architectural choices.

The tool can model complex deployment scenarios, 
including server virtualization.

Development and evaluation of the tool was carried 
out in the context of architectural modeling for large-scale 
SOA-based Australian e-Government systems.

The tool radically simplified the construction and 
execution of SOA performance models, and contributed 
critical architectural insights for the software engineering 
of these systems. 

Overview and Key Features



Workload distribution for peak day
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Example performance questions and answers

• Resources to cope with peak demands
– WL1: 10,000 TPH

• 1, 3, 4, 2, 6 = 16 CPUs

– WL2: 20,000 TPH
• 6, 8, 5, 16, 6 = 41 CPUS

• SLAs – Response time guarantees
– WL1: If demand < 3.5 TPS, RT 99% <= 2.6s
– WL2 : If demand < 6.2TPS, 99% <= 7.9s

• SLAs – demand on 3rd party CRL service?
– WL1 peak = 4TPS
– WL2 peak = 7TPS

16 CPUS

41 CPUS

CPUS per server
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